Analysis of the AMD Athlon

By:  

Eric Bediako,

Chip Hylton,

Ryan Pfeiffer,

Bryant Phillips

CS 350 Computer Organization

                                                                                              Section 3 Spring 2001

Table of Contents

Introduction …………………………………………………………………………… 1

The Athlon’s x86 Architecture ……………………………………………………….. 1

The New Slot Design ………………………………………………………………...… 2
The .25 Micron Transistor and the Switch to .18 copper …………………………… 2

128KB of L1 Cache ………………………………………………………………….. 2-3
The Athlon's Busses …………………………………………………………………… 3

A Few Downsides of the Athlon …………………………………………………….. 4-5

The Future of the Athlon ……………………………………………………………. 5-6
Introduction


As processors improve, faster clock rates enable increased efficiency and productivity for performance-driven users, including Web designers, multimedia developers, desktop publishers, and digital imaging and graphic artists in the commercial market; and users of voice recognition, photo and video editing, and gaming software in the consumer market.  Seeing the importance of such technology, we chose to research the Athlon chip made by AMD.  In this paper, we take an in depth look at the AMD Athlon by discussing its architecture, advantages, disadvantages, and future.
The Athlon’s x86 Architecture

The Athlon was the first 7th generation x86 processor to hit the streets according to AMD. The language of x86 can be defined as the x86 instruction set, however each x86 processor has a different way of interpreting this universal language, sort of like how different dialects can interpret similar words differently. 

Both the Athlon and P6 (Pentium III) core are capable of decoding three instructions simultaneously. Regardless of the nature of the instructions, the Athlon’s decoding units are capable of decoding three instructions, simultaneously. In the case of the P6, the decoders cannot accept three complex instructions and process them simultaneously.

The Athlon has also shown innovation in the area of its prediction table.  Its 2048-entry branch prediction table takes on the task of storing commonly used operations and attempts to predict what the next operation to come down the pipeline will be. Not only is the table four times as large as Intel's table, but in the event that the Athlon incorrectly predicts the next operation incorrectly, the penalty isn't as great as that of the P6 core. This is simply because of the Athlon's shorter pipelines which makes sure that the Athlon doesn't have to start from scratch after a missed prediction.

In the past AMD chips have been plagued with lackluster FPU performance.  The FPU in the AMD K6 and K6-2 was dubbed weak, and the processor needed a low cost solution. A problem with supplying the chips to end-users was a major issue that the ill-fated company later became known for.  Instead of fixing the FPU problem by enhancing the raw performance of the applications that made the original K6 choke,  they gave it the ability to more efficiently use the power it did have.  They decided to introduce to the processor a set of 21new instructions and called it 3DNOW!.  This patch improved FPU performance and kept them in relative competition with Intel.

For the K6-2, 3DNow! offered a huge improvement in performance simply due to the lackluster performance of the K6-2's FPU however with the Athlon, this is not the case. Athlon's low latency FPU is now fully pipelined which makes it a very strong performer.  Though Intel still holds the edge in terms of raw FPU performance, this makes AMD a definite competitor.

The New Slot Design

The Athlon is the first non-Intel x86 CPU to move away from the conventional socketed design in favor of a slot interface connector. Intel made the move to the 242-pin Slot-1 connector with the Pentium II. The Athlon interfaces using a 242-pin slot connector known as Slot-A. Before you get excited about AMD's decision to use a 242-pin slot connector, the only reason AMD chose to implement a physically similar slot connector to Slot-1 was to make it easier on the motherboard manufacturers. Instead of having to worry about new circuit board designs and connectors, motherboard manufacturers can simply reuse most of their basic designs, flip their Slot-1 connectors around, and have the start of a Slot-A motherboard. The 242-pin Slot-A connector is essentially a Slot-1 connector, flipped backwards. The reasoning behind this is simple, it looks like a Slot-1 connector, but neither you nor AMD wants a user trying to stick a Slot-1 processor in a Slot-A motherboard, why? Because although Slot-1 and Slot-A are physically similar, the interfaces provide a connection to two completely different architectures, meaning that you can't just plug one processor into the other slot.  There are several reasons that AMD chose to switch to the socket design. But what it really comes down to is that it is much easier for someone to install a slot than a socket-designed processor.

The .25 Micron Transistor and the Switch to .18 copper

The Athlon was first manufactured on a 0.25-micron fabrication process, the standard for both Intel and AMD currently. The .25 microns are a measurement of how much "stuff" you can fit on the die of a processor. The lower the number, the more you can fit. Although in the beginning the K7 had have no micron advantage over other chips, it soon made its second revision which transferred the core to new copper based technologies and to a smaller .18 micron. Although AMD made this switch long before Intel, and took the lead in this race, Intel’s “coppermine” technologies is now thought to be the benchmark.

128KB of L1 Cache

Think of L1 cache as an extremely fast and small piece of ram. L1 cache affects almost all day-to-day operations, and makes a huge difference in processor intensive programs. The 128KB of L1 cache the Athlon boasts, an increase over the 64KB L1 on the K6-3 and the 32KB L1 on the early Pentium III. The real world benefits of a large L1 cache are mainly seen in business application performance, especially with applications that fit directly into the L1 cache of the processor. Operating at the clock speed of the processor, the 128KB of L1 gives the Athlon a major advantage in terms of business application performance, an area that has always been a strongpoint for AMD.

The L2 cache on the athlon has a programmable backside that has its own dedicated bus which can run at a 1:1 ratio (or any other ratio for that matter, 1:3, 1:2, 2:5...and so on) with the processor. Although this idea was not AMD’s originally it has been known to provide huge benefits.
The Athlon's Busses

The front side bus is the connection between the CPU and the chipset, and the bus Intel  used in the Pentium II/III, Xeon and Celeron processors is known as the GTL+ bus. GTL+ operates at 100MHz and thus provides 800MB/s of bandwidth.  AMD chose a different approach, rather than attempt to license GTL+ for use with the Athlon, AMD went around Intel and straight to Digital, the manufacturers of the powerful Alpha processor. Using Digital's EV6 bus protocol, AMD was able to give the Athlon a much greater potential for growth.  The beauty of EV6 is that it takes advantage of the same technology that is behind the accelerated graphics port, or AGP in that it allows data to be transferred on both the rising and falling edges of the clock. This allows the memory bus to operate at 100MHz while delivering 200MHz (1.6GB/s of bandwidth) between the chipset and CPU because it delivers twice as much information, by transferring data on both the rising and falling edges of the clock.  


The real advantage of this bus is seen more clearly in multiprocessor systems.  EV6 offers a point-to-point connection, meaning that each processor added to the equation gets its own 200MHz or 1.6GB/s of bandwidth to the chipset. Theoretically, this takes a huge chunk of the diminishing returns away from adding multiple processors to a system based on the EV6 bus, and obviously, the Athlon does support multiprocessor operation.
        Intel Multiprocessor Arrangement  
    AMD Multiprocessor Arrangement
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Notice how the AMD protocol prevents bottlenecking.

A Few Downsides of the Athlon

With the many advantages the Athlon provides, AMD did have a few disadvantages early on, particularly with marketing, heat, and cache storage.  AMD found themselves being actively marketed by only two companies other than themselves; BIOSTAR, and FIC.  Because the publicity was small, and only a few companies manufacture the boards, but consumers who did know about them had trouble locating companies that provided them.  Heat was another concern early on, though stronger cooling fans and an additional heat sink solved the problem.

The largest disadvantage AMD had in the offset was changing the multiplier so the cache was of lesser speed.   AMD released processors with cache on-die L2 to remedy the problem.  On-die L2 itself is not faster, but works in tandem with latency, bandwidth and clock-speed to increase speed. Also on-die L2 is cheaper to produce. The only problem is that the extra transistors of course also increase the chance that something goes wrong. Therefore chip-producers are starting to use more redundancy protection techniques. Thanks to this the future of CPU's seems one with on-die cache.

The throughput for most L2 caches is 1 cycle, but the latency still remains important since it represents the initial response time. The higher the latency, the longer it takes before the first part of a requested peace of information is received.  The bandwidth tells how much data can be transferred at the same time. The Pentium III with coppermine-core has for instance a 256bit cache. Therefore per cycle 256bits of data are transferred. So for instance 100MHz with 256bit will be identical in data width as a 200MHz L2 at 128bit.  The clock speed works in tandem with latency and bandwidth. A L2 with a latency of 4 and a clock-speed of 400MHz will perform worse in some situations than a L2 at 300MHz with a latency of 2 cycles.

On-die L2 is preferred because it is easier to make it faster. Because the L2 is on the die, the connections between the CPU-core and L2 are shorter. Therefore the connection lines are less sensitive to disturbance and have less signal-quality loss. Also creating width bandwidths is easier since the core can communicate more direct with the L2 cache. 

On-die L2 is also cheaper to produce. They are created in the same process as the core of chip itself. It is just another part of the chip, and though the chip itself gets more expensive, manufacturers can do without the necessary I/O connections needed for the off-die L2.

 
If only one transistor of the L2 is defect, the whole cache is worthless. AMD for instance had a lot of problems with the K6-III. There are even rumours that some K6-III models with defective L2 cache had their cache disabled and were sold as a K6-2 in order to give AMD at least some money for the chip.

The Future of the Athlon

Interestingly enough, there have not been a single Athlon from AMD since October of 2000, just before Intel's Pentium 4 launch. That fact isn't too surprising actually, seeing that the Pentium 4 was one of the most frequently criticized CPU had ever made. Critics were even pretty harsh on it upon its release, simply because the Athlon offered greater performance at a much lower cost while still making use of PC133 SDRAM.

  The AMD of 2001 is a much more elegant, competitive, and obviously powerful force when compared to what it was just three years ago.  But in many ways, the AMD of 2001 has an entirely new set of worries today than they did three years ago.

Intel has been preaching that their Pentium 4 and its NetBurst Architecture provides a platform for the future. The performance of today's applications and games is a secondary concern in comparison to the performance the platform will offer further down the road and in many ways Intel is right.  History has shown us that as PCs get more popular, the software run on them become increasingly more demanding in areas such as memory bandwidth for example.  And as we move further down the road of PC evolution, you can expect there to be some actual use of the Pentium 4's 3.2GB/s of memory bandwidth, more than what currently exists today.

Which brings up the argument in favor of AMD, and the reason that the most popular system configuration among hardware enthusiasts "in the know" happens to be an Athlon using no more than regular PC133 SDRAM.  Two or three years down the line, an Athlon with "only" 1.06GB/s of memory bandwidth will definitely be bandwidth limited, just like the Celerons with PC66 SDRAM became memory bandwidth limited as applications became more demanding.  When push comes to shove however, how many enthusiasts keep their system configuration static over the course of 2 - 3 years?  That is the question you've got to ask yourself when making this CPU and platform decision moving forward.

Today, AMD cranks up the release factory yet again from its five-month break and graces the market with the release of two new Athlons: the 1.33GHz and 1.30GHz parts based on the Thunderbird core.

While critics and market watchers were afraid at the end of 1999 that Intel would begin to compete with the Athlon in a price war, something which AMD, being a smaller company than Intel would have some serious problems with.  However the tables have most definitely turned, as AMD has been announcing price cut after price cut and the Athlon is now much cheaper than the Pentium III.  

Finding reliable platforms to run the AMD CPUs on was the biggest worry at the introduction of the Athlon, however after the initial problems with manufacturers adopting the AMD 750 chipset, we have seen incredible support for the Athlon.  

No longer holding onto a clock speed advantage, AMD’s release of an Athlon clocked at 1.2GHz will most likely be the last Thunderbird introduction we see this year.  But with a 200MHz clock speed advantage over the fastest Pentium III available, and still boasting a lower price than the lower clocked Pentium III, it has definitely been a good four months for the Thunderbird and an even better year for the Athlon platform as a whole.  

AMD has already been enjoying a clock speed advantage over its competitors for quite some time now.  AMD was finally able to not only beat it competitors in terms of performance, but also in terms of clock speed, the latter being a very important factor to retail sales. If AMD can get the clock speed high enough, while keeping the price low, it will most definitely gain some serious ground in the retail market.

The AMD Athlon processor is a true next-generation processor in terms of its architectural capabilities and delivered performance. Future versions are planned to offer full-speed, on-die L2 cache sizes scaling to 8MB, enabling a total system cache larger than any x86 processor solution currently available. AMD also plans to begin production of AMD Athlon processors featuring copper interconnect technology later this year in its newest facility, Fab 30 in Dresden, Germany. The AMD Athlon processor requires a more powerful and scalable system bus than current sixth-generation buses in order to keep pace with emerging, bandwidth-intensive applications.

AMD Athlon  has a 200-MHz system bus, with plans to move to 266Mhz within year 2000, and it is based on the Alpha EV6 bus protocol licensed from Digital Equipment Corporation. This new bus is designed to enable AMD Athlon processor-based multiprocessing platforms that will provide the scalability and enhanced performance required by the commercial enterprise market. 

Socket A is the internal codename for AMD's next generation socketed interface for the AMD Athlon processor. Future versions of the AMD Athlon processor are planned to be available in socketed versions to enable lower infrastructure costs, lower packaging costs, and smaller form factor enclosures. 

Socket A will be unique to the high performance AMD Athlon processor, and will not be electrically or mechanically compatible with existing, lower performing socket interfaces.

AMD competitors are already hard at work on 866MHz and 933MHz but do expect future Athlon CPU's to continue to get faster. Much to the delight of bargain hunters looking for the next CPU to overclock and to the distaste of hardcore consumers who want to have the fastest CPU available.
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